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Abstract

The widespread implementation of machine learning in safety-critical domains has raised
ethical concerns regarding algorithmic discrimination. In such settings, the integration of
fairness-aware algorithms with uncertainty quantification tools enables the development of
reliable and safe decision-making. In this paper, we introduce a novel methodology that
combines conformal prediction, offering rigorous prediction sets, with multi-objective
optimization via evolutionary learning. The proposed meta-algorithm optimizes the hyper-
parameter configuration of classifiers to produce confidence predictors that balance effi-
ciency and equalized coverage guarantees, addressing fairness concerns related to sensitive
attributes. We empirically evaluate our methodology with four real-world problems and
demonstrate its efficacy in exploring this trade-off and producing a repertoire of Pareto
optimal conformal predictors. In this way, our contribution offers different modeling alter-
natives from which to choose depending on the policy adopted by stakeholders, thus illus-
trating its capability to enhance equitable decision-making.
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1 Introduction

Due to their potential to enhance automated decision-making, machine learning (ML) algo-
rithms have increasingly been adopted in many areas of today’s society with important eco-
nomical and societal implications. These algorithms, which usually operate as black-boxes,
have demonstrated potential to achieve expert-level performance in a wide range of tasks.
From medical diagnosis (Topol, 2019) to financial markets (Henrique, Sobreiro, & Kimura,
2019) or candidate screening (Liem et al., 2018), the tendency to support decisions with
data-driven algorithms has increased significantly in recent years. However, as the integra-
tion of ML into safety-critical domains has become more widespread, so has the awareness
of the ethical concerns about its misuses (Lo Piano, 2020; Eubanks, 2018). As a matter of
fact, despite the common misconception that ML models may escape from human biases,
recent findings have demonstrated that algorithms can inherit and even amplify patterns
of discrimination on ethnicity (Buolamwini & Gebru, 2018), gender (Bolukbasi, Chang,
Zou, Saligrama, & Kalai, 2016), or age (Diaz, Johnson, Lazar, Piper, & Gergle, 2018). This
was the case for algorithms that reproduced racial bias when assessing healthcare patient
needs (Obermeyer, Powers, Vogeli, and Mullainathan, 2019) or disproportionate false posi-
tive rates identifying black defendants in criminal recidivism prediction systems (Angwin,
Larson, Mattu, & Kirchner, 2022). It becomes evident that the harmful effects derived from
the deployment of biased ML solutions constitute a major risk for certain populations. For
this reason, there has been growing interest among ML practitioners to develop technical
solutions to address the challenges of discriminatory predictions, leading to the advent of
a new field coined as algorithmic fairness (see Pessach & Shmueli, 2022; Berk et al., 2023
for recent reviews on the topic).

Simultaneously, the integration of ML systems into high-risk settings also faces other
substantial barriers. For instance, one of the main drawbacks of traditional ML algorithms
is that they provide bare predictions with no guarantees, rather than reliable levels of con-
fidence for individual assessments. Failing to quantify uncertainty becomes a particularly
relevant issue in scenarios where the use of ML may involve consequential decisions about
individuals, such as healthcare (Kompa, Snoek, & Beam, 2021; Banerji, Chakraborti, Har-
bron, & MacArthur, 2023), or autonomous-driving (Shafaei, Kugele, Osman, & Knoll,
2018). In these contexts, conveying the predictive uncertainty of an ML model is essential
and should be a key requirement to conferring reliability on the adoption of this technology.

Over recent years, significant progress in reliable ML has been achieved through the
use of conformal prediction (Vovk, Gammerman, & Shafe, 2005; Shafer & Vovk, 2008;
Angelopoulos & Bates, 2023). This framework provides distribution-free statistical meth-
ods to construct rigorous prediction sets wrapping any pre-trained ML model and guaran-
teeing to cover the ground truth label with a user-specified probability. It provides a natu-
ral way to evaluate the reliability of a particular prediction by means of a range of likely
outcomes, thus informing decision-makers and end-users about the limitations of the ML
model.

Despite being promising for addressing the problem of uncertainty quantification,
a major limitation of conformal prediction sets is that their coverage guarantees are
exclusively marginal. This may not be a sufficient requirement, potentially leading
to untrustworthy prediction sets in certain settings where fairness is a concern. As a
motivational example, consider a clinical predictive system making a cardiac disease
diagnosis based on an MRI assessment. Suppose that the system predicts sets contain-
ing the actual diagnosis with a probability of at least 90% on average across the entire
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patient population. However, after a deeper performance evaluation, it is revealed that
the algorithm overestimates the coverage for the majority class, related to Caucasian
patients, at the expense of failing to predict sets containing the real diagnosis for Afri-
can American people. Here, the practical utility of the predictive system becomes lim-
ited, failing to provide the same level of confidence for all the groups.

In the present study, we address the problem of algorithmic fairness in the context
of uncertainty quantification by means of conformal prediction sets. We argue that the
uncertainty quantification capabilities of a conformal predictor should equally guar-
antee to cover the ground truth label with the same level of confidence regardless of
an individual’s sensitive attribute, such as race, gender, or socio-economic status. In
particular, we consider a conformal predictor fair if it achieves ‘equalized coverage’
(Romano, Barber, Sabatti, & Candes, 2020), i.e., produces prediction sets with con-
trolled coverage for all the demographic groups given by a sensitive attribute, based
on which an equitable decision is ensured. In principle, achieving equalized cover-
age guarantees is possible by running the calibration process in each of the groups
separately, which has been formalized through Mondrian conformal prediction (Vovk,
Gammerman, & Shafe, 2005). However, due to the data splitting step, this procedure
may fail when sample size imbalance occurs, resulting in limited calibration samples
for specific groups and, consequently, very large uninformative prediction sets.

The trade-off between conditional validity and the efficiency of a conformal predic-
tor is the focus of the present study. We argue that, since marginal validity is automati-
cally granted, we should find the best possible underlying ML model with which to
induce an efficient conformal predictor while retaining coverage guarantees for sensi-
tive groups in need of fair outcomes. Here, we propose to tackle this challenge through
a multi-objective optimization scheme. Specifically, we use evolutionary learning to
tune the hyperparameter configuration of an ML classifier and calibrate the resulting
model using the conformal prediction procedure. As a result, our meta-learning algo-
rithm produces a repertoire of optimal Pareto conformal predictors, bridging the gap
between efficiency and equalized coverage guarantees. The integration of multi-objec-
tive evolutionary learning in the development of confidence predictors with fairness
guarantees presents a novel methodology with clear advantages. Firstly, it produces, in
a single execution, a repertoire of different modeling alternatives from which to choose
depending on the policy to be adopted from stakeholders or end-users. It also provides
a deep inspection of how the contradictory criteria are related for a specific problem.
To the best of our knowledge, multi-objective optimization methods have not been pre-
viously combined with conformal prediction to achieve both efficient prediction sets
and conditional coverage guarantees. We present the potential of such a combination
when seeking fair conformal predictors in four different real-world problems.

The paper is organized as follows. Section 2 introduces the background regard-
ing algorithmic fairness measures, conformal prediction and general multi-objective
optimization. In Sect. 3, we present the meta-algorithm for optimizing both fairness
and efficiency, producing a Pareto set of conformal predictors. Section 4 presents the
experimental design setup. Results are discussed in Sect. 5, including a case study
demonstrating how our methodology can be used in practice. Lastly, Sect. 6 includes
conclusions and highlights potential future work.
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1.1 Related work

Conditional coverage. Within the conformal prediction literature, conditional validity
has been formalized through different notions depending on the type of information the
coverage is conditioned on (Vovk, 2013). For example, in a common classification task,
where the response is discrete, we say that a conformal predictor satisfies class-conditional
coverage if the validity constraint holds for every class (Lofstrom, Bostrom, Linusson, &
Johansson, 2015):

P (ytesl ETXee) | Viest = y)z l1—a, forallye )y (1)

Alternatively, we may also be interested in coverage guarantees for a particular new test
sample with specific feature values. In this case, a conformal predictor satisfies object-con-
ditional coverage (Vovk, 2013):

P (Ve € Teq) | Xieq = %)= 1 — @, forallx € X Q)

Unfortunately, Vovk (2013), Lei and Wasserman (2014), and Foygel Barber et al. (2021)
showed that achieving object-conditional coverage is impossible without making distri-
butional assumptions or producing prediction sets of infinite size. A related -but weaker-
notion of object-conditional coverage can be framed by requiring the achievement of cov-
erage guarantees with respect to some predefined disjoint groups of the feature space. In
settings when fairness is a concern, these groups can be defined on the basis of certain
legally-protected sensitive attributes to ensure no discrimination (e.g., age, gender, race, or
disability). In these cases, if a conformal predictor retains validity for every demographic
group a € A, it fulfills equalized coverage (Romano, Barber, Sabatti, & Candes, 2020):

P (y[est € T(Xyeq) | et = a)z l1—a, forallae A 3)

Equalized coverage has been introduced as a seminal uncertainty-aware fairness notion and
has been pursued by Lu et al. (2022) to ensure fair prediction sets in two clinical use cases.
Approximating the conditional coverage property in its different notions has been one of
the main areas of research in recent years around the conformal prediction framework.
This has been addressed by designing novel non-conformity measures (Romano, Patter-
son, & Candes, 2019; Romano, Sesia, & Candes, 2020; Angelopoulos et al., 2022) or by
adjusting the calibration procedure itself (Chernozhukov, Wiithrich, & Zhu, 2021; Guan,
2022; Bastani et al., 2022; Jung, Noarov, Ramalingam, & Roth, 2023; Ding, Angelopoulos,
Bates, Jordan, & Tibshirani, 2023). Our work explores an alternative line by exploring how
the parameter configuration of the underlying ML model can impact the equalized cover-
age of the resulting prediction sets.

Uncertainty-aware loss functions. Recent studies in the conformal prediction litera-
ture have proposed including uncertainty-aware loss functions in the learning of efficient
prediction sets. Colombo and Vovk (2020) introduced a loss function to train both point
and conformal predictors based on the observed fuzziness of the p values system, with
favorable results in terms of efficiency compared to traditional learning. Alternatively,
Stutz et al. (2022) proposed an end-to-end conformal training through the optimization of a
set size loss function designed to minimize the expected inefficiency. Similarly, Einbinder
et al. (2022) developed a procedure based on the optimization of a combined loss func-
tion formed by a traditional accuracy-based component and an uncertainty-aware compo-
nent to simultaneously seek high performance and mitigate overconfidence, respectively.
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In the regression setting, Chen et al. (2021) framed the prediction interval learning task
as an empirical constrained optimization problem. Beyond the conformal framework, and
thereby losing the guarantees in finite samples, many other works have also sought to
reduce predictive uncertainty with proper loss functions in different applications (see, for
example, Tabarisaadi et al., 2024; Moon et al., 2020; Dawood et al., 2023).

2 Background

To provide a contextual background with regard to our methodology, we first present how
algorithmic fairness has been formalized through different statistical definitions. Then, we
briefly introduce the (split) conformal prediction procedure and its Mondrian version to
automatically achieve conditional validity. Finally, we describe the multi-objective optimi-
zation problem.

2.1 Algorithmic fairness measures

Defining fairness from an algorithmic perspective is a complicated task since it does not
arise as a technical property of ML systems, but is a value-driven concept with roots in
ethics and law. In fact, a large body of research has been mainly focused on how to con-
cisely formalize different notions of fairness into quantitative definitions (Verma & Rubin,
2018). In general, the fairness measures have been categorized into individual and group
fairness. Individual fairness requires similar individuals to have a similar treatment by the
model (i.e., obtain similar predictions) (Dwork, Hardt, Pitassi, Reingold, & Zemel, 2012).
In the case of group fairness (also known as statistical fairness), this posits that inequali-
ties should be similar at a group level, where the groups are defined by sensitive attributes
protected by anti-discrimination laws, including gender, race, and age. Group fairness has
been the most popular approach in the literature, with several measures aiming to capture
what it means to be fair. These measures can be divided into the following three broad
categories.

e Demographic parity (Kamiran & Calders, 2009; Dwork, Hardt, Pitassi, Reingold, &
Zemel, 2012). Inspired by the US legal literature, this criterion, also known as sta-
tistical parity, requires the prediction to be independent of the sensitive attribute. In
other words, it demands that the outcome rates should be similar across the considered
groups. A disadvantage of this criterion is that a perfectly accurate model can be con-
sidered unfair when the sensitive attribute is related to the outcome feature.

e Equalized odds (Hardt, Price, Price, & Srebro, 2016). Designed to overcome the limita-
tions of demographic parity, equalized odds was proposed, requiring parity between
groups in terms of the true positive rate (TPR) and the true negative rate (TNR).
Depending on the context in which the task is framed and how the predictions affect
individuals, stakeholders may only be interested in ensuring FPRs or FNRs. In such
scenarios, equalized odds criteria can be relaxed, leading to equality of opportunity
(balanced FNRs) (Hardt, Price, Price, & Srebro, 2016) or predictive equality (balanced
FPRs) (Corbett-Davies, Pierson, Feller, Goel, & Huq, 2017).

e Predictive rate parity (Chouldechova, 2017). Finally, when working with score-based pre-
dictions, predictive rate parity states that, for any given score, all groups should have a
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similar probability of the outcome being true. As can be noted, this notion is particularly
useful when the scores need to be interpreted as real probabilities.

In practice, it may be necessary to prioritize which fairness criterion to employ depend-
ing on the problem being addressed. This has become an important issue since it has been
shown that some measures, such as demographic parity and equalized odds, can not be
simultaneously fulfilled under certain conditions (Chouldechova, 2017).

2.2 Conformal prediction

Let us initially assume a supervised classification setting and an available set of training
samples in which each sample z; is formed by an input x; € X and a class label y; € ), for
a discrete label set ). The general goal of conformal prediction is to construct a set-valued
predictor I' : X — 27 which ensures validity at a desired confidence level while being as
efficient as possible.

A central component of conformal prediction is the definition of a non-conformity
measure S : XX Y — R used to quantify the degree of relative strangeness of a sample z
with respect to a collection of samples {z,, ..., z;}. The non-conformity measure is a design
choice and although it can be any measurable function, it is usually based on the output of
an ML model, also called the underlying model. Formally:

S Az, -z ) = A, h(x)), “4)

where h : X = ) is a supervised pattern-recognition model learned on {z,,...,z;} and
A : Yx Y — Ris a function of dissimilarity between the true label y and the prediction
h(x). In this way, the strangeness of a sample z is directly measured through the ability of
the model learned on {z,, ..., z; } to accurately predict the true label.

Despite being originally proposed in an online learning setting, we work under a com-
putationally efficient modification known as split conformal prediction (also referred to as
inductive conformal prediction) (Papadopoulos, Proedrou, Vovk, & Gammerman, 2002;
Lei, G’Sell, Rinaldo, Tibshirani, & Wasserman, 2018). With this approach, we start by ran-
domly splitting the original training set into a proper training set {z,, ..., 2, } and a calibra-
tionset{z,,,...,,}. The proper training set is employed to learn a single predictive model.
This predictive model is then used to compute the non-conformity measure for the remain-
ing calibration samples. At this point, for a new instance x,,, ;, we can tentatively complete
it with a hypothetical value y € ), compute the non-conformity measure of (x,,, ,y), and
compare the resulting non-conformity score with the calibration scores. Therefore, given

s; =8z, {2y, --52,))  i=n+1,....m

5
sm+1 ZS(Zm+1’{Z17---’Zn})’ ( )
we can compute a p value for each label as follows:
i=1,....m+1:5>s,
L nl o

Y m+1

For a given user-specified coverage rate « € [0, 1], the prediction set for x,,,, will include
all labels y whose p values are greater than a:

L) =y € VIp; > a} 0
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As long as the data generation process is exchangeable, the prediction sets generated by a
conformal predictor offer finite-sample marginal validity guarantees (Vovk, Gammerman,
& Shafe, 2005):

P (Y1 €T(pyy) )2 1 — @ (8)

2.2.1 Mondrian conformal prediction

The coverage guarantees of the standard conformal prediction procedure are only satisfied
on average. To mitigate this issue, Mondrian conformal prediction (Vovk, Gammerman,
& Shafe, 2005) produces prediction sets with finite-sample guarantees in a category-wise
style. Mondrian conformal prediction mainly relies on splitting the calibration set into cat-
egories predefined by a taxonomy and performing the calibration step on each category
independently. Formally, a taxonomy is a measurable function k¥ : A'X ) — K that maps
each sample z; to a specific category k; € K, where K is usually a discrete space.

As in the standard conformal prediction procedure, the Mondrian extension can be
approached in a similar computationally efficient manner. Specifically, given a taxonomy «,
the split Mondrian conformal prediction computes a prediction set by means of a k-condi-
tional p value for each hypothetical value y € ), which is given by

= m+ K=K 8> S )

; Ni=L...m+lic=x_} ®)
where s; and «; are the non-conformity score and the category related to the ith calibration
sample, respectively.

The prediction sets produced by a Mondrian conformal prediction satisfy validity con-
ditioned on each of the categories defined by the chosen taxonomy. A special case is the
taxonomy x : XX Y — ), which maps each sample to the label space. Here, the resulting
prediction sets fulfill Eq. 1, an essential property in imbalanced classification scenarios.
For the sake of this study, we consider the taxonomy x : XX ) — A to induce Mondrian
conformal predictors which ensure Eq. 3 and produce prediction sets with equalized cover-
age guarantees.

2.3 Multi-objective optimization and evolutionary algorithms

In traditional optimization, the goal is to find a single optimal solution that maximizes or
minimizes a specific objective function. In many real-world scenarios, decision-makers
face situations where there are multiple, often conflicting, objectives that need to be con-
sidered simultaneously to achieve optimal policies. Multi-objective optimization (Gunan-
tara, 2018) is presented as a promising decision making paradigm that deals with these
problems where conflicting objectives are present (Armafianzas & Lozano, 2005). It can be
formulated as follows:

min (x) = (fl(x),fz(x), ...,fn(x)) SLXEQ f1QoW (10)

where f;(x), fori = 1, ..., n, are the objective functions to be minimized, £ C R™ is the fea-
sible solution space, and ¥ C R" is the feasible objective space.
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When dealing with the simultaneous optimization of multiple objective functions, no
single solution exists that optimizes each function at once. Therefore, we need to define a
notion of optimality between feasible solutions. This optimality has been framed through
the concept of dominance. In this sense, a solution x € Q dominates another solution
X' € Q (denoted as x < x’) when it is better or equally good in all the objective functions
and strictly better in at least one of them, formally:

£ <f(), Vie{l,..,n}

j169) <fj(x'), Jie(l,..,n} (I

Under the concept of dominance, the set of feasible solutions that cannot be dominated
by any other is called the Pareto optimal set, or Pareto front. Approximating the Pareto
front is the main goal in a multi-objective optimization problem, and it can be approached
through different methods. Here, we focus in on multi-objective evolutionary algorithms
(MOEAs) (Emmerich & Deutz, 2018), a family of bio-inspired heuristic algorithms well-
suited to solving optimization problems. MOEAs are inspired by concepts borrowed from
natural evolution and employ the dominance concept to guide the search process towards
the Pareto optimal solution set. Specifically, we chose the well-established Non-dominated
Sorting Genetic Algorithm II (NSGA-II) (Deb, Pratap, Agarwal, & Meyarivan, 2002) as
the MOEA to tackle our optimization problem. NSGA-II finds a diverse set of Pareto opti-
mal solutions using a combination of techniques, including non-dominated sorting, crowd-
ing distance assignment to preserve diversity among solutions, and a genetic operator
encompassing selection, crossover, and mutation.

3 Methods
3.1 Multi-objective design

The multi-objective optimization problem is formulated by two different objective func-
tions: f}, to quantify the efficiency of the confidence predictors; and f,, focused on measur-
ing the unfairness of the prediction sets. Both functions are formalized as two metrics to be
minimized.

Let us denote y € ) as the label feature to be predicted; I'(x) € 2% the prediction set
generated by a conformal predictor; and a € A the sensitive attribute on which to ensure a
fair prediction.

e Efficiency (f;). Conformal prediction sets represent a suitable mechanism for estimat-
ing predictive uncertainty. The informativeness of these prediction sets is usually meas-
ured using efficiency metrics. Several criteria have been introduced to measure the effi-
ciency of set-valued predictions (Vovk, Nouretdinov, Fedorova, Petej, & Gammerman,
2017). In our experiments, we focus on the widely used average prediction set size
(also known as the N criterion) as the function to measure efficiency, mathematically:
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1 n
fi=- Z, ITCx,)]- (12)

e Fairness (f;). Most of the fairness criteria proposed to date evaluate point predictions
(Verma & Rubin, 2018), which makes them unsuitable for our uncertainty-based sce-
nario. For this reason, we propose a set-valued loss function based on equalized cover-
age (Romano, Barber, Sabatti, & Candes, 2020) to quantify the unfairness of the pre-
diction sets generated by a conformal predictor. This loss function measures how far
the empirical coverage in the unprivileged group(s) is, on average, from the empirical
coverage in the privileged group (multiplied by 100 to convert it to a percentage), math-
ematically:

f, =100 x Voo D |Covy, = Cov, . 13)
ae Ay
where éa/priv and 6(;/‘1 denote the empirical coverages in the privileged group and

the unprivileged group a € A", respectively. For a given demographic group, the
empirical coverage is computed as follows:

— l
C = — I(y. eI'(x)),
o= T & i € T60) (14

where D includes all the individuals belonging to the group a € A and [ is the indica-
tor function that is 1 when its argument is true and O otherwise.
Based on f; and f,, we can state that a conformal predictor I'; dominates another conformal
predictor I', if I'; is more efficient than I', and I'; is at least equally as fair as I',, or vice
versa.

Special attention should be paid to conformal predictors whose prediction set size sys-
tematically matches the cardinality of the label space (i.e., |I'(x)| = |)/|). In such cases, the
computed prediction sets are the same for all the groups of the sensitive attribute, yielding
perfect equalized coverage and, consequently, becoming non-dominated Pareto solutions.
However, these prediction sets have no value in practice since they do not provide any kind
of information about the prediction.

3.2 Meta-learning and calibration algorithm

The meta-learning algorithm is based on the NSGA-II algorithm (Deb, Pratap, Agarwal, &
Meyarivan, 2002) and the split conformal prediction procedure (Papadopoulos, Proedrou,
Vovk, & Gammerman, 2002; Lei, G’Sell, Rinaldo, Tibshirani, & Wasserman, 2018). The
pseudo-code of the complete procedure is presented in Algorithm 1.
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Algorithm 1 META-ALGORITHM FOR FAIR AND EFFICIENT PREDICTION SETS

Input: Development set Dye,. Sensitive attribute A € A.
Objective functions of efficiency (f1) and fairness (fa2, considering A).
Calibration parameters: confidence level « € [0, 1] and non-conformity measure S.
Hyperparameter space §2.
begin Split Dyey into Dyrain, Deal and Dy > Dataset partition
Py {I;}}, > Initialize random population
while 1 < j7 < N do
Learn hq;(x) using Dinain and g1; €
Calibrate hy;(x) using Deal and S, then induce I'Y; ()
Evaluate I'; () using Dy, in terms of (f1, fa)
end while
Rank individuals of P; based on non-dominance levels
while 1 < k£ < G or not stopping criteria do

Qi 0 > Auxiliary offspring population
Q. + elitist selection (Pgx_1)
Q) + crossover (Qg) > Genetic operator

Q) + mutation (Q)
while 1 <5 < N do
Learn hyj(z) using Dirain and gi; €
Calibrate hy;(z) using Dea and S, then induce I'y; ()
Evaluate I'y; (x) using Dya in terms of (f1, f2)
end while
Py, + elitist non-dominated selection on Pr_1 U Q%
end while
return Pareto set of non-dominated conformal predictors I'¢(x) of P.

Specifically, we start by assuming an available set of samples which constitutes our
meta-algorithm development dataset D,,,. This dataset is partitioned into three different
types of sets, each of which has a specific purpose: (a) the proper training set D, to
learn the underlying models; (b) the calibration set D,,, to calibrate the models and build
the confidence predictors using the split conformal prediction procedure (see Subsect. 2.2);
and, (c) the validation set D, ,;, to evaluate the quality of the prediction sets by quantifying
the fitness of each individual in terms of efficiency and fairness (see Subsect. 3.1).

Our meta-algorithm is based on an evolutionary learning process that is designed to
induce a Pareto set of conformal predictors by optimizing the hyperparameter configura-
tion of an ML algorithm. In the context of genetic algorithms, each candidate solution is
encoded by an individual within a population. In our meta-algorithm, each jth individual
in the kth population, denoted as I;;, corresponds to a single conformal predictor. In turn,
each individual is encoded with a specific gene, which in our case is given by a particular
configuration g;; € €, for some hyperparameter space Q.

The evolution process starts by generating a random first population P, of N individu-
als that constitutes the initial set of potential solutions to our multi-objective problem. To
generate P,, each specific conformal predictor is induced using the split conformal predic-
tion procedure as follows. Given a randomly generated configuration g; € €, the proper
training set Dy, is employed to learn a classifier A;(x). Next, /1;(x) is used to calculate
the non-conformity scores on the calibration set D_, and induce a conformal predictor

@ Springer



Machine Learning (2025) 114:27 Page 110f29 27

I'1.(x). Finally, the set predictions are computed for a given confidence level a € [0, 1] and
evaluated on the validation set D, allowing the assessment of the quality of the potential
solution.

Once all of the N individuals of P, have been evaluated, the algorithm generates an off-
spring population Q, of conformal predictors, which represent the next generation of poten-
tial solutions based on the procedures borrowed from biological evolution. Q, is generated
using a binary tournament selection and genetic operators (see Subsect. 4.2 for a detailed
description of the evolution parameters). The offspring population is then evaluated, and
combined with the parent population following an elitist ranking based on non-dominance
and the crowding distance. The best N members among the parent and children populations
are selected to form the next population. This process is iterated until a predefined number
of generations G are computed or some stopping criteria is met. At the end of the evo-
lutionary process, the meta-algorithm returns the collection of non-dominated conformal
predictors of the last computed generation. As a result of the multi-objective optimization,
our meta-algorithm produces a set of valid conformal predictors that explore the bounda-
ries of equalized coverage while retaining the informativeness of the prediction sets.

The induction of fair and efficient set predictors comes with benefits with respect to the
inherent uncertainty quantification capabilities of conformal prediction. Note that generat-
ing prediction sets with equalized coverage ensures the same level of confidence across
demographic groups. This allows to produce valid prediction sets regardless of an indi-
viduals’ sensitive attribute while naturally yielding unbiased uncertainty estimates. Fur-
thermore, this objective is pursued by seeking optimal informative prediction sets in terms
of efficiency.

val>

4 Experimental setup
4.1 Datasets

Our methodology was tested using four publicly available benchmark datasets with differ-
ent characteristics from real-world domains including income prediction, criminal recidi-
vism assessment, hospital readmission, and nursery applications.

e Adult income (F. Ding, Hardt, Miller, & Schmidt, 2021). This dataset is one of the
most commonly used benchmarks in the algorithmic fairness literature. It contains
demographic information about the U.S. citizens in 1994 and is designed to predict
yearly income. Despite being naturally framed as a regression task, this dataset has
been widely approached as a binary classification problem to assess if an individual
earns more or less than $50K per year. In our case, we borrowed a reconstructed ver-
sion of the original dataset and treated it as a multiclass problem. The prediction task
was configured according to whether an individual earns less than $20K, between $20K
and $50K, or more than $50K per year. Gender was considered the sensitive attribute
and male the privileged group.

e COMPAS (Angwin, Larson, Mattu, & Kirchner, 2022). This dataset is related to the
COMPAS algorithm, a criminal justice predictive tool developed in the U.S. to assess
the recidivism risk score of a defendant. Due to its widespread use and the controver-
sies surrounding it, the COMPAS dataset has served as a critical benchmark for evalu-
ating the fairness of ML models in predicting criminal recidivism. In our experiments,
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we selected a subsample of the original input features, including: sex, age, race,
juv_fel count, juv _misd count, juv_other count, priors count,
c _charge degree, decile score, and score text. Race was considered
the sensitive attribute and white the privileged group. In this case, all unprivileged
groups were combined into one group due to sample size considerations.

e Diabetes (Strack et al., 2014). This clinical dataset encompasses admission records
from a decade of medical care information from 130 U.S. hospitals and integrated
delivery networks. The predictive task was framed as discerning the readmission sta-
tus of a patient diagnosed with diabetes whose hospital stay lasted 1 to 14 days. Spe-
cifically, we considered readmission before 30 days, readmission after 30 days, or no
readmission as our class labels. In this dataset, we set race as the sensitive attribute and
white as the privileged group.

e Nursery (Olave, Rajkovic, & Bohanec, 1989). This dataset contains information on
nursery school applications. The predictive task here was to rank applicants based on
family information such as parents’ occupation or the number of children. We consid-
ered four different classes: children who are not recommended, very recommended, pri-
oritized, and specifically prioritized to join the nursery. As in Romano, Bates, & Can-
des (2020), we used financial status as the sensitive attribute, where applicants with a
convenient status were considered as the privileged group.

Note that the selection of the privileged group is an arbitrary choice. In this study, the
group with the larger sample size was chosen as the privileged group in all the datasets.
Each dataset was initially preprocessed when needed to satisfy the classifiers’ requirements
by means of missing value imputation and categorical feature encoding. The summary of
each dataset after preprocessing is shown in Table 1.

4.2 Parameter setup

To carry out our experiments, we employed a common template in order to build the con-
formal predictors using the proposed meta-algorithm. For each dataset, the testing protocol
used was a hold-out procedure with a 50/25/25 random split into training, validation, and
test sets, respectively. For calibration purposes, we further partitioned our training set into
80% proper training samples and 20% calibration samples. Each split was performed ensur-
ing that the proportion of both the class label and the sensitive attribute was preserved.

Table 1 Description of datasets,

. . Dataset n p |V Label | Al Sensitive attrib-
including number of samples

balance! ute balance'

(n), number of features (p),

cardinality of the label space (%) (%)

(1Y), label balance, cardinality .

of the sensitive attribute (|G]) and Adult income 49,531 10 3 23.80 2 33.02

sensitive attribute balance COMPAS 7214 10 2 90.13 2 68.03
Diabetes 101,766 22 3 11.16 6 063
Nursery 12958 13 4 10.13 2 99.98

Balance metrics are defined by the number of samples of the minority
group divided by the expected number of examples if the feature dis-
tribution were perfectly uniform
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We proposed to optimize the hyperparameter setting of three different state-of-the-art
underlying classifiers on which to subsequently build the conformal predictors: logis-
tic regression (Cox, 1958), decision tree (Breiman, Friedman, Stone, & Olshen, 1984),
and random forest (Breiman, 2001). These algorithms represent different modeling
paradigms: logistic regression is an explainable model that assumes linearity of fea-
tures; decision tree learns a tree-like structure to make decisions based on feature splits;
and random forest is an ensemble based on the foundations of bootstrap aggregation
of multiple decision trees. These classifiers were induced using the scikit-learn library
(Pedregosa et al., 2011).

The hyperparameter search space for each algorithm is shown in Table 2. The search
space for the logistic regression algorithm is fixed, whereas, for the tree-based algo-
rithms, the search space is adapted to better suit each dataset’s characteristics, as pro-
posed in Valdivia et al. (2021). We set the upper bound of the min_samples_split search
space as 10% of the training set size of the considered dataset. Regarding the max_depth
and the max_leaf_nodes hyperparameters, we first learned an initial model that could be
deepened and widened as needed since it was trained with no limits on depth or num-
ber of leaves within a node. For the decision tree, the upper bounds of the max_depth
and the max_leaf nodes hyperparameters were given by the actual values of depth and
leaves of the initial tree, respectively. For the random forest algorithm, the upper bounds
of both hyperparameters were given by the average values across an entire ensemble of
300 trees.

In order to compare the performance of the meta-algorithm with respect to out-of-
the-box strategies, we also evaluated standard and Mondrian conformal predictors built
on classifiers induced with default hyperparameter settings. Specifically, hyperparam-
eter configurations were left as default values as implemented in scikit-learn, except for
the maximum depth of the tree-based classifiers, which was set to 10.

Table 2 Hyperparameter search space for each of the considered ML classifiers

Classifier Hyperparameter Definition Space

Logit max_iter Max. number of iterations to converge [20, 200]
tolerance Tolerance for stopping criteria [1073,0.1]

c Inverse of regularization strength [1072,10°]
ratio Ratio between L1 and L2 regularization [0, 1]

Decision tree criterion Split quality criterion function {gini, entropy }
max_depth Max. depth of the tree S (Dain)
min_samples_split Min. number of samples to split a node [2,0.1 X |Dyainll
max_leaf _nodes Max. leaf nodes T (Dyain)

Random forest n_estimators Number of trees in the forest [10, 300]
max_features Ratio of features to consider for best split [0.1, 1]
max_samples Ratio of samples to train each tree [0.1, 1]
criterion Split quality criterion function {gini, entropy }
max_depth Max. depth of each tree T (Dyain)
min_samples_split Min. number of samples to split a node [2,0.1 X |Dyinll
max_leaf_nodes Max. leaf nodes S (Dyain)
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To calibrate the underlying classifiers, we considered the hinge loss (also known as
least ambiguous set-valued classifier Sadinle, Lei, & Wasserman, 2019) as the non-con-
formity measure, formally:

A h() = 1= h(x),, (15)

where h(x;), is the estimated score provided by the ML model £ for the sample x; and
the label y;. To construct the conformal predictors, we used the implementation from the
crepes library (Bostrom, 2022).

For the NSGA-II, we configured a population size of N =50 and a maximum of
G = 200 generations. To account for the possible early convergence of the meta-algo-
rithm, we defined the following stopping criteria: if neither of the two objective func-
tions improve on average after 10 generations, the evolutionary learning stops and
returns the optimal Pareto set of conformal predictors found in the last generation.
Those conformal predictors obtained throughout the evolutionary procedure whose pre-
diction set size matched the cardinality of the label space were automatically discarded
to ensure that they were not included in the non-dominated solutions.

For the multi-objective evolutionary learning, we adapted the original Python code
implementation from Valdivia et al. (2021). The offspring populations were generated
using the following genetic operators:

e [Elitist selection. The selection procedure begins by creating a set of non-dominated
fronts F = {F,, F,, ...} using the fast-non-dominated sorting algorithm (Deb, Pratap,
Agarwal, & Meyarivan, 2002). Then, individuals are selected according to their rank
in F until a new population of size N is completed. To break ties between solutions
on the same front, individuals are further sorted and chosen using the crowding dis-
tance, which measures how densely solutions are distributed within the same front.

e Crossover. The crossover operation between two different parent individuals /,; and
I;, is defined by the simulated binary crossover operator (Deb & Agrawal, 1995).
This operation generates two child individuals I, ; and [, , that inherit the par-
ents’ hyperparameters depending on a crossover probability p.. The inheritance is
based on two given parameters u',u’ ~ U(0,1). If ' < p,, the children inherit the
same hyperparameter configuration of the parents. Otherwise, the children hyperpa-
rameters are based on a weighted combination of the parents’ hyperparameters given
by the following expressions:

+ —
-y _8u . 82 ! 811 . 8ol (16)

8k T 8k 18k1 — 8zl
L e 17)

In our experiments, we set p, = 0.9.

e Mutation. Each of the individuals mutates its hyperparameter configuration accord-
ing to a polynomial mutation (Liagkouras & Metaxiotis, 2013) and a parameter u.
Specifically, given u’, u” ~ U(0, 1), the ith hyperparameter to be mutated for an indi-
vidual [;; is randomly chosen over the whole set of hyperparameters, and is updated
as follows:
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hp; + 6 - (hp; — min(hp,)) if u’ < 0.5
hp; = (18)
hp; + 6 - (max(hp;) — hp;) ifu’ > 0.5,

where min(hp;) and max(hp;) denote the minimum and maximum values in the hyper-
parameter space €2 for hp;, respectively, and 6 is given by
i
-1+ ifu” <05
6= 19)
1
=21 =u"yw ifu” > 0.5

In our experiments, we set u = 5.
Our study adheres to the principles of research reproducibility by making both the code
and data accessible in a public repository: https://github.com/digital-medicine-research-
group-UNAV/fairsets-moho

5 Results and discussion
5.1 Analysis of marginal validity

To assess marginal validity in the repertoire of conformal predictor solutions generated
by our algorithm, we evaluated empirical coverage rates (i.e., the fraction of ground truth
labels contained in the prediction sets) averaged across 10 independent runs. For confor-
mal predictors to be valid, the prediction sets should not exceed, on average, the desired
miscoverage rate chosen by the user. The empirical coverage values for the Adult Income,
COMPAS, Diabetes, and Nursery datasets in test sets are presented in Table 3 for 0.05,
0.10, and 0.20 significance levels.

The empirical coverage values from the Pareto set of conformal predictors found by the
meta-algorithm practically match the predefined confidence levels for all datasets. Hence,
we can confirm that our method produces conformal predictors with marginal validity

Table 3 Empirical coverage values for each of the datasets

a Adult income COMPAS Diabetes Nursery
Logit 0.05 0.9490.004) 0.952 00s) 0.952 00s) 0.948 0 004)
0.10 0.899 0.004) 0.903 013 0.900012 0.896¢,00s)
0.20 0.799 0.005) 0.804 014 0.800902 0.803 4,05
Decision tree 0.05 0.9524 097, 09514010 0.9524 95 0.9534,000)
0.10 0.899.005) 0.902 0,5 0.900( 002 0.905¢ 013
0.20 0.803 012 0.803 017 0.801 4 999 0.811 016
Random forest 0.05 0.952 9,006 0.950,010, 0.9500.002) 0.950¢.009)
0.10 0.8990.004) 0.903 05 0.901 006 0.8959,000)
0.20 0.797 0007, 0.800 031, 0.802 012 0.803 .15
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guarantees. This is expected since our meta-algorithm, although being based on stochastic
multi-objective optimization, it includes a conformal calibration step which provides statis-
tical guarantees for the learned classifiers.

5.2 Analysis of efficiency-fairness trade-off

We continue by analyzing the overall results of the produced Pareto set of optimal confor-
mal predictors in terms of the proposed efficiency and fairness metrics averaged across 10
independent runs. In this analysis, we set the significance level to 0.10. For each run, the
obtained solutions were initially sorted based on their efficiency. As the set of solutions
are Pareto optimal, sorting the solutions by efficiency automatically reversely sorts them
by fairness. For this reason, we then computed the minimum, the 25th percentile (Q1), the
50th percentile (Q2), the 75th percentile (Q3), and the maximum of the efficiency values
along with the complementary percentile for the fairness dimension, thereby characterizing
each Pareto front. Once the percentiles were computed for each Pareto front, the average
distribution of each percentile was estimated for the 10 runs. To account for the possible
overfitting of our meta-algorithm, we reported average percentiles in both the validation

Table 4 Efficiency-fairness trade-off for the Adult income dataset

SetSize,, CovGap,, SetSize, CovGape

Logit min 1.866,¢.919) 2.178p 649 1.868 4,15, 2.536(0 764
Q1 1.8789 919 1.163 4 611 1.879 9,015 1.445 4 657,

Q2 1.898.041) 0.6259.374) 1.900(,042) 0.868 .52,

Q3 1.940 960 0.282 9 ) 1.942 4 050, 0.589 ¢.363)

max 2.005 4,457, 0.083 4,154, 2.008 4,056 0.271 ¢ 259

Standard 1.956,014 3.080¢; 195, 1.960 0,1 3423 197,

Mondrian 1.946), 913 2.859 111 1.948 5 909, 3.2589.9s5)

Decision tree min 1.613 ¢ 15, 2.059 1,057, 1.612 4 914, 2.141 795
Q1 1.625 ;5 1.524 ¢ 869) 1,623 14, 1.639 4562

Q2 1.632 917 1.043 4 571 1.631,16) 1.1204 53,

Q3 1.648 4021 0.667 g 450, 1.646) 97, 0.8739 457,

max 1.673 4,15 0.248 535 1.674 4 415 0.3749 31,

Standard 1.650,015) 1.0335 53, 1.648 0 013, 0.884 470,

Mondrian 1.654(016) 1.039 551 1.651g 013, 0.870 553,

Random forest min 1.561 019 3.237 357, 1.561 017 3.481 9451
Ql L.575.026) 2.850(9 330 1575023, 3.1209 45

Q2 1.5969,027) 2.5950358) 1.5969 027, 2.884 433)

Q3 1.628¢,029) 1.9769.435) 16289027 2.4319.490)

max 1.669 ¢ 935, 1.201,5 693 1.670 937 1.514 534

Standard 1.569 0,015 2.733 9 540) 1.569 014) 2.8409 476

Mondrian 1.575,016) 2926 455 1.576( 016) 3.160 651

Average distribution of efficiency in terms of average prediction set size (f}), and fairness in terms of equalized
coverage gap (f,) for the validation and test sets. Equalized coverage gap is displayed as a percentage. Bold
numbers highlight percentiles that were significantly different at 5% level with respect to both the standard and
Mondrian conformal predictors (Friedman test of differences and Nemenyi test to assess pairwise differences)
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Table 5 Efficiency-fairness trade-off for the COMPAS dataset

SetSize,, CovGap,, SetSize,q CovGap,,

Logit min 1.547 ¢ 0a1) 1.196¢ 770, 1.552 039 1.349 ¢ 861)
Ql 1.549 041 1.135¢ 761 1.554,030) 1.296( g5,

Q2 1.552 042 1.038 721 1.556), 049 1.158 gs6)

Q3 1.555(,043) 0.933711 1.5590 041 0.9869 956

max 1.557 9 043) 0.868 (724 1.561 042, 0.8999.965)

Standard 1.555 041 1515 849 1.556¢ 040 1.195 ¢ 043

Mondrian 1.563 (45 1.589 9 927) 1.564 041 1.361 ¢ 957,

Decision tree min 1.538 ¢ 93, 2.517 745 1.544 ¢ 935, 2.323 1 170)
Q1 1.566 035, 1.748 1 599 1.569 9,934 1.5529, 603,

Q2 1.580,042) 1.162(; 595 1.583 9,043 1.256(9.651)

Q3 1.598 9,047, 0.607 g 60s) 1.600,g, 45 0.868 555)

max 1.659 9,199 0.300 443) 1.662y 195, 0.419 535

Standard 1.908 4 142 0.3039 785 1.904 4 145 0.174 271

Mondrian 1.904 12, 0.396) 756 1.900 127 0.456) 756

Random forest min 1.576(), 146 1.923 146 1.578 9,146 2.536( 547,
Q1 1.583 ¢ 145 1.607 4 gs5) 1.588 ¢ 144) 1.860,; 152

Q2 1.589.143) 1.320( 864) 1.5939.143) 1.666(; 127,

Q3 1.596(0 141 1.041 g 602 1.5990.141 1.422) 097

max 1.607 g 135 0.6189 506) 1.609, 130 1.107 g 965,

Standard 1.570( 032 1.957 ¢ 846 1.565 035 1.845( 64,

Mondrian 1.573 9035 1.792( g97, 1.571 042 2153 843,

Average distribution of efficiency in terms of average prediction set size (f;), and fairness in terms of equal-
ized coverage gap (f,) for the validation and test sets. Equalized coverage gap is displayed as a percentage.
Bold numbers highlight percentiles that were significantly different at 5% level with respect to both the
standard and Mondrian conformal predictors (Friedman test of differences and Nemenyi test to assess pair-
wise differences)

set used to guide the evolutionary procedure and in the test set never seen by the meta-
algorithm. The average distributions of the obtained solutions in the Adult Income, COM-
PAS, Diabetes, and Nursery datasets are reported in Tables 4, 5, 6, and 7, respectively. The
results obtained by standard and Mondrian conformal predictors with default underlying
classifier hyperparameters are also included.

From the empirical results, we can state that our meta-algorithm was able to produce a
collection of Pareto solutions that explored the boundaries of efficiency and fairness, evi-
dencing the inherent trade-off between these two criteria. When comparing the validation
and test columns, we observe that the efficiency obtained in validation was maintained in
test with practically no loss. This was not the case for the fairness values since bigger dif-
ferences were observed, and scores in test were slightly worse than in validation. Addition-
ally, it can be observed by focusing on the spread of the solutions found that the stability
of the fairness estimates was quite sensitive to the data splits. This was especially evident
in the case of the COMPAS problem, where the low sample size significantly impacted the
variability of the results.

When analyzing the score distributions, we can assess how much efficiency needs to
be sacrificed to improve the fairness of the prediction sets. This can be done, for example,
by comparing the metric values in the 25th percentile (Q1) with the 75th percentile (Q3)
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Table 6 Efficiency-fairness trade-off for the Diabetes dataset

SetSize,, CovGap,,, SetSize, o CovGap,,

Logit min 2.055(,007) 0.964 205, 2.055 9,006 1.028 4 199
Ql 2.0580 007, 0.834,173 2.0589,006) 0.907 9203

Q2 2.060¢ 007, 0.757 0161 2.060 007, 0.816) 139

Q3 2.063 4,007, 0.695 4153, 2.063 4,07, 0.763 244

max 2.065,097, 0.620,9 145 2.066¢, 097, 0.695 ¢ 268

Standard 2.067 4,007, 1.006j 205 2.067 4,05 0.864 ¢ 51

Mondrian 2.0709,009) 0.9809130) 2.070,009) 0.860 303)

Decision tree min 2.0539, 095 0.9889.226) 2.0519,g¢6 1.072 300
Q1 2.056,9,93) 0.775 9,153, 2.055 9,07, 0.943 333

Q2 2.061 4 7 0.645 4 114 2.059 ¢.008) 0.844 5314,

Q3 2.067 g,010) 0.5649,056) 2.065,011) 0.684 557,

max 2.076 9,14, 0.463 4 95 2.0769.917) 0.607 g 293

Standard 21570 021 1.412 4 410 2.157 019 1.308 356

Mondrian 2162 02 1.388 430 2162919 1.216¢ 433,

Random forest min 2.0409,g9s) 1.013 9 550 2.041,g¢6) 1.085¢9.272)
Ql 2.043 4,005 0.781¢ 249 2.046,4 006 0.929 237

Q2 2.047 0,005 0.684511) 2.049,005) 0.769.166)

Q3 2.051 g 006 0.586,0.200) 2.053 4,006 0.682) 169

max 2118151 0.463 177, 2.120 151, 0.544 4, 191

Standard 2052 00s) 0.867 301 2.054 9 00s) 0.904) 144

Mondrian 2.0540 003 0.875(0.265) 2.055¢,003) 0.866) 575

Average distribution of efficiency in terms of average prediction set size (f;), and fairness in terms of equal-
ized coverage gap (f,) for the validation and test sets. Equalized coverage gap is displayed as a percentage.
Bold numbers highlight percentiles that were significantly different at 5% level with respect to both the
standard and Mondrian conformal predictors (Friedman test of differences and Nemenyi test to assess pair-
wise differences)

positions. For the Adult dataset, the efficiency lost in test sets was 3.4%, 1.4%, and 3.4%,
whereas the gain in fairness was 59.2%, 46.7%, and 28.7% when using logistic regression,
decision tree, and random forest algorithms, respectively. In the case of the COMPAS data-
set, the efficiency lost in test sets was 0.3%, 2.0%, and 3.0%, while the gain in fairness was
23.9%, 44.1%, and 22.1% when using logistic regression, decision tree, and random forest
algorithms, respectively. Finally, for the Diabetes dataset, it should be noted that our meta-
algorithm did not need to compromise on almost any efficiency (less than 1%) with some
room for improvement on fairness. In this case, the gain in fairness was similar across algo-
rithms: 15.9%, 27.4%, and 26.6%, respectively. Finally, for the Nursery dataset, the effi-
ciency sacrifice in test sets was 1.7%, 1.3%, and 0.4%, while the improvement in fairness
was 52.6%, 51.7%, and 48.4% when using logistic regression, decision tree, and random
forest, respectively. As can be seen, our methodology was able to significantly increase the
equalized coverage properties with a smaller loss in the prediction sets’ informativeness.
By comparing the results of our meta-algorithm with standard and Mondrian conformal
predictors using default hyperparameters, we can observe that in many cases our approach
produced solutions that dominated the out-of-the-box predictors. That is, for each problem,
our methodology was able to find conformal predictors with better performance in one of
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Table 7 Efficiency-fairness trade-off for the Nursery dataset

SetSize,, CovGap,,, SetSize,q CovGap,,

Logit min 1178 939, 1.013 ¢ 837 11769, 921, 1.583 723
Ql 1.185.919) 0.467 537, 1.184¢ 954, 0.808 9,325

Q2 1.194 ¢ 1) 0.205) 245 1.193 ¢ 923, 0.616 g5

Q3 1.207 g 917 0.063 475 1.204 5,92, 0.383 346

max 1.227 4 416 0.0124 49, 1.225 4 17 0.145 ¢ 555

Standard 1.257 001 2.0371 05 1.256¢ 02 1.679 ¢ 804)

Mondrian 1.260 19, 1704 ; ¢35 1.261 4 9 1.525 ¢ 6a1)

Decision tree min 0.900 o5 3.143(; 739 0.904 413, 3.670( 196
Ql 0.9059.91) 2.125(, 375 0.9119,14) 2.586(1.037)

Q2 0.9114 15 1.263; 14 0.916( 14 1.740; 230

Q3 0.920,4,415) 0.443 4 415 0.923 12 1.250; 69

max 0.937 4,022 0.0124 ;5 0.937.023) 0.374 9,465

Standard 0.935 4,05 2.586(1 210 0.935,000) 2.521; 566

Mondrian 0.9364,07) 2.499 951 0.937 9,007, 2465, 301

Random forest min 0.894 9,905 1.356¢ 559, 0.8919,999) 1.698 4 646
Q1 0.899 4.007) 0.652 4 249) 0.8969.910) 1.091 5,593,

Q2 0.901 97, 0.4309 22 0.8989.010) 0.813 9,561

Q3 0.903 9,097, 0252y, 197, 0.900 9,99, 0.563 9 465)

max 0.907 g 008, 0.054 9,195 0.905 9, 000) 0.2309, 3,5

Standard 0.918011 3.063 755, 0.915(,010) 3.3539 698,

Mondrian 0.918013) 3.143 g 631y 0.916(03 3.0750.606)

Average distribution of efficiency in terms of average prediction set size (f;), and fairness in terms of equal-
ized coverage gap (f>) for the validation and test sets. Equalized coverage gap is displayed as a percentage.
Bold numbers highlight percentiles that were significantly different at 5% level with respect to both the
standard and Mondrian conformal predictors (Friedman test of differences and Nemenyi test to assess pair-
wise differences)

the objective functions without being worse in the other one when guiding the hyperpa-
rameter optimization through the evolutionary learning. That was the case, for example, of
the Nursery dataset (see Table 7), in which the optimization produced substantially better
solutions than the baseline predictors. Even when this did not happen, our meta-algorithm
was still able to produce solutions that, although less efficient, retrieved fairer predic-
tion sets. This was the case, for example, of the tree-based classifiers in the Adult dataset
(see Table 4), where the meta-algorithm was able to find solutions with statistically better
fairness than the standard and Mondrian predictors, but at the expense of retrieving less
informative prediction sets.

In the COMPAS and the Diabetes datasets (see Tables 5 and 6), note that the optimi-
zation of the logistic regression failed to produce statistically better solutions compared
to conformal predictors induced with default hyperparameters. In the particular case of
COMPAS, this could be due to the spread of the solutions and the limited impact of the
hyperparameters on the quality of the induced conformal predictors. Note that, in this
dataset, the benefits of our meta-algorithm were observed in the optimization of the
decision tree classifier. In this particular scenario, the prediction sets computed with the
default hyperparameters obtained equalized coverage. However, this was achieved by
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producing prediction sets whose width practically matched the cardinality of the label
feature space, thereby losing their practical utility.

For a clearer interpretation of the efficiency-fairness trade-off, we visually presented
the Pareto optimal solutions, including the whole set of solutions found by the meta-
algorithm across all the runs and the average Pareto front. As detailed in Valdivia et al.
(2021), the average Pareto front plots the summarized performance of our method for
each problem and offers a very suitable representation for gaining insights into how the
meta-algorithm balances the confronted objective functions. It is computed as follows.
We first take the rounded mean number of the n different solutions produced by the
meta-algorithm, which represents how many alternatives the procedure was able to gen-
erate on average. Similar to the procedure used in the results tables, we then compute
the n equally distributed percentiles of the efficiency metric along with the correspond-
ing complementary percentiles of the fairness scores, with linear interpolation between
adjacent positions. Finally, the average Pareto front is determined by the mean value of
each percentile for the 10 runs. The average Pareto fronts for the Adult dataset using
the logistic regression, decision tree, and random forest are shown in Figs. 1, 2 and 3,
respectively.

By inspecting the average Pareto fronts, we can assess both the number of differ-
ent solutions the meta-algorithm was able to generate and the shape of the efficiency-
fairness trade-off, providing a deeper understanding about how our methodology tackled
the optimization in practice. For the logistic regression, the efficiency-fairness relation
in test remained constantly linear in the range [1.00, 2.50] of unfairness (i.e., the range
[1.88, 2.01] of efficiency). However, the trade-off became more pronounced for fairer solu-
tions. That is, improving the equalized coverage properties of the prediction sets beyond
this range involved a higher sacrifice in their efficiency. This was not the case for the tree-
based classifiers since the efficiency-fairness relation for both learners remained linear
across the whole solution space. In fact, optimizing the random forest hyperparameters was
the strategy that yielded the highest number of different solutions for this problem. As can
be observed, the shapes of the Pareto fronts were similar in both validation and test sets.

Validation set Test set
2.05F 2.05F
2.00 2.00
> >
@) 9
c c
2 @0
O 1.95F O 195
k= =
w w
1.90 1.90
185 185
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Fig. 1 Local optimal solutions obtained using logistic regression as the underlying classifier for the Adult
problem in validation (left) and test (right) sets. Grey dots represent all the solutions found by the meta-
algorithm across all the runs, whereas blue dots represent the average Pareto front (Color figure online)
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Fig.2 Local optimal solutions obtained using the decision tree as underlying classifier for the Adult prob-
lem in validation (left) and test (right) sets. Grey dots represent all the solutions found by the meta-algo-
rithm across all the runs, whereas orange dots represent the average Pareto front (Color figure online)

Validation set Test set

1.73F 1.73F

1.70F 1.70F

1.68F 1.68

*, *
N 3

3 1.65F . 3 1.65F \
c N C ‘\
2 e 2 .
5] [ N, o L ~,
£ 162 LN g 162 N
. e - ‘\0

1.60F 0..“ 1.60 ‘o‘»’

% kS
1.57F 5 1.57F S
. %;
23 "0:o
1.55F 1.55F
1521 L ! L ! L : L 15261 L ! L L L : L
0.50 1.00 1.50 2.00 2.50 3.00 3.50 4.00 0.50 1.00 1.50 2.00 2.50 3.00 3.50 4.00
Unfairness (%) Unfairness (%)
Pareto optimal solutions —&— Average Pareto front

Fig.3 Local optimal solutions obtained using the random forest as underlying classifier for the Adult prob-
lem in validation (left) and test (right) sets. Grey dots represent all the solutions found by the meta-algo-
rithm across all the runs, whereas green dots represent the average Pareto front (Color figure online)

To better understand the overall behavior of the three considered classifiers, Fig. 4 pre-
sents a comparison of the average Pareto fronts obtained in test for the Adult (left) and
the COMPAS (right) problems. For the Adult problem, the optimization of the tree-based
models produced more efficient prediction sets than the logistic regression classifier. In
fact, the decision tree solutions virtually dominated all the logistic regression alternatives,
with significantly better performance for the efficiency metric while retaining similar levels
of equalized coverage. When comparing the tree-based models, the random forest was not
effective at generating any solutions with an unfairness of less than 1.5%, whereas the opti-
mization of the decision tree classifier resulted in conformal predictors with near-optimal
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Fig.4 Comparison between average Pareto fronts using logistic regression (blue dots), decision tree
(orange dots), and random forest (green dots) for the Adult (left) and the COMPAS (right) problems in test
set (Color figure online)

equalized coverage guarantees. It is worth mentioning that, despite producing solutions
with worse fairness properties for comparable efficiency levels, the optimization of the
random forest yielded a set of non-dominated solutions with better efficiency results. In
the case of the COMPAS problem, a clear dominance was observed in the average Pareto
fronts. Here, both the logistic regression and the decision tree classifiers fully dominated
the random forest algorithm. That is, for every solution found by the tuning of the ran-
dom forest, another solution using either of the other two alternatives can be selected that
dominates it. When comparing the logistic regression with the decision tree, the former
was able to generate non-dominated solutions that outperformed those produced by the
latter. However, it should be noted that the tuning of the decision tree classifier produced
twice as many solutions as the logistic regression optimization. Furthermore, it included
a broader range of the solution space in both the fairness and the efficiency dimensions,
thereby allowing more extreme solutions to be chosen if needed.

Similarly, Fig. 5 presents average Pareto fronts obtained in test sets for the Diabe-
tes (left) and the Nursery (right) problems. For the Diabetes problem, the random forest
clearly dominated both the decision tree and the logistic regression, with the latter two
showing nearly identical Pareto fronts. The random forest, despite producing solutions with
similar fairness, retrieved more efficient prediction sets. Note that the random forest was
able to generate fairer solutions. By inspecting the Pareto shape, it becomes is interesting
to observe that constructing these non-dominated solutions had an impact in terms of effi-
ciency. Finally, in the case of the Nursery problem, a clear dominance hierarchy emerged
among the algorithms evaluated. In this dataset, all the classifiers were able to generate
solutions with similar levels of fairness, but they retrieved substantially different prediction
set efficiencies. The logistic regression was clearly dominated by the solutions produced
by the tree-based models. At the same time, the optimization of the random forest domi-
nated the tuning of the decision tree classifier. Our methodology was able to produce fair
conformal predictors with practically no loss in efficiency. This was particularly evident in
the optimization of the tree-based classifiers, where the fairness-efficiency rate remained
permanently constant in practically the whole solution space.
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Fig.5 Comparison between average Pareto fronts using logistic regression (blue dots), decision tree
(orange dots), and random forest (green dots) for the Diabetes (left) and the Nursery (right) problems in test
set (Color figure online)

As can be seen from the analysis, the differences in the constructed average Pareto
fronts underscore the need for a systematic exploration of several classifiers, as different
algorithms exhibit distinct strengths and weaknesses with regard to capturing the trade-offs
among the efficiency and fairness functions. The experimental results also indicate that the
hyperparameter configuration of an ML classifier can significantly impact the informative-
ness of the prediction sets and their equalized coverage properties. Additional results for
0.20 and 0.05 significance levels are included in the Supplementary Material.

5.3 Case study: guiding optimal policies in decision-making

In practice, providing a repertoire of modeling alternatives allows the selection of a solu-
tion that best fits the policy of the stakeholders. To illustrate a practical use of our meta-
algorithm, we consider here a sample use case. Let us take the income prediction task and
suppose we are asked to develop a reliable predictive system one that is as fair as possible
in terms of equalized coverage, while retaining sufficient prediction set size. Turning to
the average results of the different conformal predictors returned by our meta-algorithm
(see Fig. 4), we could argue that the decision tree classifier produced the most suitable col-
lection of solutions. Despite yielding worse equalized coverage compared to the logistic
regression, it retrieved much more efficient prediction sets. In addition, although the ran-
dom forest was able to produce solutions with higher values of efficiency, the decision tree
induced substantially fairer assessments.

Since we are interested in a optimal solution in terms of equalized coverage, we can
select the fairest conformal predictor built on the decision tree classifier. The performance
of the fairer solution chosen averaged across 10 independent runs, both overall and bro-
ken down by the groups defined by the sensitive attribute, is reported in Table 8. As can
be seen, the selected Pareto solution produced valid prediction sets in both demographic
groups, satisfying the required equalized coverage. That is, it produces prediction sets that
cover the actual income with a confidence of 90%, regardless of the individual’s gender. It
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Table 8 An optimal solution

with equalized coverage for the Coverage,, SetSize, Coverage, SetSize

Adult dataset Male 0.904 1732 0.903 1733
Female 0.906 1.545 0.907 1.544
Overall 0.905 1.670 0.904 1.670

should be noted that the reported solution has been chosen in the validation set, thus pro-
viding clear evidence of the robustness of our meta-algorithm in unseen data.

As previously mentioned, the prediction set size produced by a conformal predictor
offers a suitable approach to communicate predictive uncertainty. When comparing the
average prediction set size in each demographic group separately, we can observe a sub-
stantial difference. The selected solution produces, on average, wider prediction sets for
the male group with respect to the female group. Although this could initially be perceived
as a form of unfairness in itself, we argue that this is the conformal predictor’s way of
quantifying the predictive performance limits across different subgroups. In fact, the utility
of uncertainty quantification methods such as conformal prediction lies in making these
limitations explicit to the user by means of the prediction set width, while retaining ground
truth coverage with statistical guarantees.

6 Conclusions

Algorithmic fairness and the development of reliable predictive tools have become require-
ments as long as data-driven systems have infiltrated safety-critical contexts. In this work,
we tackle the development of fair ML models with predictive uncertainty quantification,
and introduce a procedure that returns a collection of valid confidence predictors that bal-
ances efficiency and fairness. Our methodological contribution lies in framing the con-
struction of optimal prediction sets with guarantees through a multi-objective optimization
scheme using the NSGA-II algorithm and conformal prediction. Specifically, we imple-
ment an optimizer for the hyperparameters of an ML classifier and calibrate it with the
conformal prediction procedure to learn non-dominated conformal classifiers in terms of
average prediction set size and equalized coverage, while ensuring marginal validity guar-
antees. Through the experimental evaluation, we showed the utility of the meta-algorithm
in real-world datasets from different domains, thus exploring the limits of efficiency and
fairness when these criteria are simultaneously optimized. This allowed us to produce a
wide range of different conformal predictors with optimal properties in terms of a Pareto
front, thus evidencing the inherent trade-off between such objective functions. We covered
the optimization of three different state-of-the-art ML classifiers, including logistic regres-
sion, decision tree and random forest algorithms. We demonstrated that, depending on the
classifier to be optimized and the problem to be addressed, the Pareto front can exhibit
different shapes, illustrating how the meta-algorithm is able to trade off the efficiency and
fairness of a conformal predictor. In most cases, our methodology was able to produce
solutions that dominated standard and Mondrian conformal predictors induced with default
classifier hyperparameters or, at least, generate fairer prediction sets than out-of-the-box
strategies.

As a matter of fact, one of the core strengths of our proposal is that it obtains a wide
repertoire of different modeling alternatives in a single run from which the optimal one
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can be selected depending on the policy to be adopted. We also showed an example of
the practical utility of our optimization procedure by presenting a case study on the
income prediction problem.

For the purpose of this study, our meta-algorithm was framed to optimize two spe-
cific efficiency and fairness criteria. However, our proposal is a completely versatile
framework that allows a wide range of criteria to be optimized. For example, we could
take any of the set-valued efficiency criteria introduced in Vovk et al. (2017), or the
recently proposed equal opportunity of coverage to ensure valid prediction sets for more
fine-grained demographic groups (Wang, Cheng, Guo, Liu, & Yu, 2023). Additional
work should also include the testing of novel non-conformity measures such as adaptive
prediction sets (Romano, Sesia, & Candes, 2020) or its regularized extension proposed
for many-class classification problems (Angelopoulos, Bates, Jordan, & Malik, 2021).
It is worth noting that our methodology has only been tested on four real-world bench-
mark datasets, so further experimentation on additional problems where algorithmic
fairness is needed should be considered.

Finally, our study highlights that the integration of conformal prediction in the develop-
ment of fair ML can play a key role in building the foundations of a trustworthy ML based
on equitable decisions and statistical guarantees.

Supplementary Information The online version contains supplementary material available at https://doi.
0rg/10.1007/s10994-024-06721-w.
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